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Abstract - Traffic law enforcement in developing nations faces persistent challenges including manual fine issuance, heuristic officer deployment, absence of roadside legal clarity, fixed time traffic signals, and limited citizen access to legal recourse or emergency assistance. This paper presents the Autonomous Traffic Police Management System (ATPMS) with a full stack, multi module web platform that digitalizing and automate the entire traffic violation lifecycle in Sri Lanka. The system integrates the following principal innovations: (1) a trilingual Speech to Text entry recording pipeline with a Sentence Transformer powered AI legal chatbot operating on 8,155 traffic regulations, achieving 90%+ transcription accuracy and a 50% reduction in roadside disputes; (2) a voice based multilingual police complaint recording system; (3) an intelligent traffic management subsystem employing a YOLOv8 Large vehicle detector fine tuned on the VisDrone-DET2023 dataset (mAP@0.5 ≈ 0.77) with vehicle type identification and a six layer Traffic Decision Engine incorporating Webster’s adaptive signal optimization, upstream propagation modelling, congestion wave detection, and green wave corridor synchronization; (4) a four model ensemble traffic flow prediction pipeline (MAE 5.8 PCU, R² = 0.88) combining historical pattern matching, Holt Winters smoothing, Gradient Boosting, and Random Forest regression; (5) an automated fine management system featuring a Label Based Heuristic OCR parsing algorithm for Sri Lankan driver’s licenses (90% field extraction accuracy, +21.1 pp over raw OCR); (6) a K-Means++ geospatial clustering algorithm with Haversine distance for predictive officer task distribution; (7) a priority based lawyer suggestion system using weighted multi criteria scoring; and (8) a real time emergency SOS dispatch system using haversine based nearest station routing. Built on Next.js 15, MongoDB, and Python Flask micro services, ATPMS serves six user roles across the enforcement ecosystem with bilingual internationalization (Sinhala, English).
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I. Introduction 

Management of road traffic infringements and accidents represents a vital issue in terms of public safety across the world. With regard to Sri Lanka, the extensive use of traditional traffic management involving manually maintained records of fines and required court hearings causes inefficiencies, delays in justice dispensation, and difficulties faced by citizens while accessing the law. Currently available IT-based systems deal with specific aspects of traffic management such as fine payment sites and license plate identification. However, no overall platform incorporating intelligent surveillance, adaptive traffic lights, voice recording of traffic incidents, automatic fines generation, optimal police placement, and legal assistance exists.
Five interrelated areas characterize the current law enforcement in Sri Lanka. Firstly, fines are levied through handwriting entry into paper licenses to carbonated ledgers creating physical siloing which is not conducive to data aggregation. Secondly, the placement of officers is dependent on experience-based judgment as opposed to data concerning the rate of violations. Thirdly, the lack of legality at the roadside often leads to disputes between police officers and citizens, coupled with the fact that officers lack digital means of voice-driven input in their respective local language. Fourthly, traffic lights are controlled by timed programs that do not factor in the changing dynamics in terms of traffic volume as well as the vehicle types. Fifthly, citizens lack means of contacting police in emergency cases, seeking prioritization services, or access to digital means for fine payment and dispute resolution.
Previous work has independently tackled the subproblems in question. Real-time object detection has been well developed among the YOLO variants [4]–[6], where YOLOv8 has introduced an anchorless detector head and a C2f network backbone that achieves superior mAP performance on COCO. Adaptive signal control is still heavily based on the Webster’s cycle-length approach [8] and has been advanced by SCOOT [9] and SCATS [10]. While reinforcement learning techniques [11] deliver great results at isolated junctions, they require large amounts of training data and lack interpretability for safety-sensitive applications. Short-term traffic flow prediction has progressed from ARIMA models and Holt-Winters smoothing [12] to gradient boosting and ensembled regression frameworks [13], [14]. Speech recognition and multilingual NLP systems [1], [2] are impressive, and Sentence-BERT [3] provides semantic information search using Siamese neural networks with BERT. The best deep OCR system for ID documents achieves over 97 percent accuracy for character recognition [15], and a label-aware parser is better than standard parsing by 15-28 percent [16]. However, existing parsers are tailored towards Latin-script, western-formatted ID cards, and cannot handle documents formatted according to Sri Lankan ISO-18013 standards. Hotspot detection by clustering is more effective by 14-31 percent compared to heuristic placement [17], and K-Means++ is more accurate than DBSCAN with traffic violations [18].
Synthesizing the existing literature, one can state that there is an evident absence of a system that combines these functions. To be more precise, none of the existing systems has been able to implement (i) Sentence-Transformer-based legal chatbot using a localized corpus for Sri Lankan traffic law with Singlish phonetic transliteration; (ii) a six-layer Traffic Decision Engine that uses Webster's optimization along with ensemble machine learning predictions and vehicle-type aware control; (iii) a label-based heuristic parsing approach for Sri Lankan license conventions; (iv) K-Means++ clustering using Haversine distance with dynamic determination of number of clusters k depending on the number of on-duty officers; (v) priority-based recommendation of lawyers in combination with workflow approach; or (vi) emergency SOS dispatch using Haversine distance in a single system. This study fills this gap by developing ATPMS with six user roles (citizen, police officer, administrator, lawyer, court staff, and judge), as well as providing bilingual support of the system in Sinhala and English. The rest of this paper is structured as follows: Section II explains the methodology used (system description, algorithms, and implementation); Section III discusses results and findings; while Section IV presents conclusions.
II. METHODOLOGY
The ATPMS system was built following the component-based method of development where systems consisting of sub-components with different functions, but with coupled operations, are designed, assessed, and combined into one platform. The research process was carried out in five stages: (1) problem definition by analysing the Motor Traffic Act and prevailing police practices; (2) literature analysis in seven different fields for verifying the compound problem; (3) modular design with a common database schema, authorization measures, and API specifications; (4) concurrent execution; and (5) assessment through feature testing and experimentation.
A. System Overview and Architecture
The ATPMS system was created using a three-tiered architecture under Next.js 15 (React 18, TypeScript, Tailwind CSS). The following are the five-tiered architecture in the design of the ATPMS: a presentation layer with six portals, a middleware layer of JWT authentication tokens (HS256, one-week validity) with bcryptjs, zod validation, and next-intl; a business logic layer of over eighty-five API endpoints covering fines, duties, court, emergency, legal, complaints, payment, and analytics; a data layer involving MongoDB database for Users, Violations and Fines, Legal & Complaints, and Operations & Traffic; and finally an external service layer with machine learning microservices under Flask (YOLOv8 for detection and Sentence Transformers), Microsoft Azure OCR, Send.lk SMS API, Google OAuth, and OpenStreetMap's Overpass API.
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Fig. 1.  ATPMS five-layer architecture with three functional clusters.
The Business Logic tier itself is split into three sub-tiers of functionality (Refer Fig. 1): Tier B includes traffic monitoring, detection, and traffic light adaptation; Tier C includes speech processing, legal knowledge discovery, and complaints management; Tier D includes fine automation, officer deployment, lawyer recommendation, and emergency dispatching. The inter-module coupling takes place through MongoDB collections sharing: The speech processing module feeds violations into the fine processing pipeline; YOLOv8 detections feed the traffic decision engine along with its predictive pipeline; location-based fined vehicles serve as input into K-Means++ officer deployment algorithm; fined and court cases data drive lawyer suggestion scoring.
B. Traffic Monitoring, Detection, and Signal Control
1) YOLOv8 Vehicle Detection:
For 50 epochs the YOLOv8-Large was fine-tuned on VisDrone-DET2023 dataset [7] using AdamW optimizer with the following parameters: learning rate = 0.001; resolution = 640×640; batch size = 4; GPU type = Kaggle P100 GPU. The reason to use VisDrone dataset is its high-angle imaging resembling camera images from actual junctions as well as the diversity of the classes and the range of their sizes: car, bus, truck, motorcycle, bicycle, van, three-wheeler (10–200+ px, over 1.5 million instances). Detected objects were first filtered for vehicle classes and converted to PCUs using standard equivalency factors (car – 1.0, motorcycle – 0.5, bicycle – 0.3, three-wheeler – 0.8, van – 1.5, bus – 2.5, truck – 3.0).
2)  Six Layer Traffic Decision Engine:
Layer 1 applies a congestion-aware version of Dijkstra’s shortest-path algorithm to the graph G = (V, E) that describes the road network. Edge weight is defined as w = t·(1 + 2ρ²), where t refers to free traffic travel time, while ρ ∈ [0, 1.5] denotes the congestion rate. Layer 2 stores in M a 7 × 24 historical matrix of demand and applies smoothing of q̂(τ) = 0.6·M(d,h) + 0.2·M(d,h−1) + 0.2·M(d,h+1). The third layer uses Webster’s formula to define optimal cycle duration C* = (1.5L + 5)/(1 − Y), where L stands for lost time and Y corresponds to the sum of critical flow ratios. The new demand q* equals 0.7·q_current + 0.3·q̄_upstream, bounded by min/g_max = 15 s/120 s, respectively, and subject to cycle max constraint of 180 s. In Layer 4, the amount of arrival q_arrive(u→v) = q_u(out)·δ·max(0.3, 1 − t_uv/3600), where δ = 0.85, is estimated. In addition, Layer 5 detects congestion waves through neighbour-chain analysis. Green wave synchronization across the corridor is performed in Layer 6 by calculating offsets Δᵢ = Σ d(j_{m−1}→j_m)/v_target. Five action codes (CRITICAL_INTERVENTION, EXTEND_GREEN, ADAPTIVE, RED.
3)  Four-Model Ensemble Flow Prediction:
For each junction, four independent models are fit with a 12-dimensional feature set including: hour, minute, weekday, month, flags for weekend and rush hours, cyclic sine/cosine transformations, and 3-hour moving average/standard deviation of PCU. The techniques used are: (i) pattern matching in the 7×24 grid; (ii) Holt-Winters triple exponential smoothing with additive trend and seasonal components (T=24); (iii) Gradient Boosting (100 trees, depth=4, learning rate=0.1, sub-sample ratio=0.8) using an ordered 80/20 train/test split to avoid data leakage; and (iv) Random Forest (80 trees, depth=6). The forecasts generated from these models are then aggregated using inverse-Mean Absolute Error weighting where w_m ∝ 1/MAE_m, and the 95% confidence interval is estimated as q̂ ± 1.96σ for all models.
C. Speech Processing, Legal AI, and Complaints
A pipeline for speech processing in three languages (English, Sinhala, Tamil) consumes input through the Web Speech API, reduces noise through a self-made speech_enhancer, and replaces Singlish slang with formal legal terms by mapping them using a phonetic dictionary (for example, “Dada” represents the relevant category of offence; “Beela” represents the associated licensing vocabulary). Input that is not English is translated using googletrans. The resulting text is mapped to a 384-dimensional vector using Sentence Transformer all-MiniLM-L6-v2, which then measures similarity to a pre-vectorized set of 8,155 Sri Lankan traffic laws in MongoDB with a cosine similarity score (threshold=0.30). The chatbot provides a deterministic response in the language of the user, including the legal advice pertaining to the associated fine, demerit points, clause number, and description of the offence. If reasoning is needed, replies are generated using a local large language model. This same pipeline powers a voice-based complaint submission tool that logs structured data into Complaint files (citizen ID, GPS coordinates, time stamp, and mapped category), along with OCR of documents using Tesseract.
D. Fine Automation, Officer Deployment, Lawyer Suggestion, and SOS
1)  OCR and Label based Heuristic Parsing:
Optical character recognition (OCR) uses the Microsoft Azure AI Vision Read API v3.2 and is performed with an asynchronous two-step process, including exponential-backoff polling. A new Label-Based Heuristic Parsing Algorithm exploits the ISO 18013-compliant numeric labels used on Sri Lankan licenses (4c before the national identity card, 5 before the license number, 1 before the surname). The algorithm walks the array of line tokens O(n) times; whenever it hits a target label, the next non-label token is parsed as the field value. Regular expressions are used to validate the NICs (9-digit legacy number +V/X or 12-digit number). All fields that match the criteria of all validators are committed with pendingReview = false; records that don't fit are marked as pendingReview = true and are available for a manual inspection by the officer to ensure no information integrity loss despite the throughput gain.
2)  K-Means++ with Haversine Distance:
DBSCAN was not selected as a method of clustering due to its tendency to misclassify isolated violations as noise (which can actually be due to legitimate police activity), the necessity to manually tune both ε and minPts parameters, and the lack of the guaranteed completeness of the clustering result. Euclidean distance is replaced with the Haversine great circle distance calculated as a = sin²(Δφ/2) + cos(φ₁) · cos(φ₂) · sin²(Δλ/2); c = 2·atan2(√a, √(1−a)); d = R·c with R = 6,371 km. The dynamic number of clusters is chosen as k = ⌊N_officers / 2⌋, with each cluster assigned to a buddy pair of Sri Lanka Police officers. Points are selected randomly with probability proportional to their squared Haversine distance from the nearest selected centroid. The threshold to consider a cluster converged is 10⁻⁶ degrees (≈ 0.11 m); up to 300 steps per iteration are allowed. The centroid points are translated into patrol areas using a single batched OverpassQL query that calculates the union of all centroids' 500-m buffers (from k queries down to one; avoids 429 errors).
3)  Lawyer Suggestion and Emergency SOS:
Legal advocates available are scored based on the following formula: score = 0.4*Budget + 0.3*Rating + 0.2*Specialization + 0.1*Preference, with Budget ∈ [0,40], Rating ∈ [0,30], Specialization ∈ [0,20] based on common keywords between violation types, and Preference ∈ [0,10]. Scoring is done in less than 100 milliseconds. The SOS function uses the browser Geolocation API to obtain location data, computes the Haversine distance from the user to all stations, forms an Emergency Alert record (status: active -> assigned -> resolved), and sends in-app notifications to officers at the closest station. The Safe Zone feature allows users to check their safety level based on historical crime density in the vicinity.
III. RESULTS AND DISCUSSION
Each sub system was evaluated independently with quantitative metrics using domain appropriate test corpora. The consolidated results are summarized in Table I, and the key performance gains against baseline practice are plotted in Fig. 2.
Table I.  CONSOLIDATED EVALUATION RESULTS
	Module
	Metric
	Result

	YOLOv8 Vehicle Detection
	mAP@0.5 (VisDrone-DET2023 val)
	0.77

	YOLOv8 Vehicle Detection
	Mean inference latency (P100 GPU)
	42 ms / frame

	Traffic Decision Engine
	Mean intersection delay reduction vs. fixed-time
	49%

	Traffic Decision Engine
	End-to-end decision latency (20-junction network)
	< 100 ms

	Ensemble Flow Prediction
	Mean Absolute Error (PCU)
	5.8

	Ensemble Flow Prediction
	Coefficient of determination (R²)
	0.88

	Trilingual Speech-to-Text
	Transcription accuracy (EN / SI / TA avg.)
	99%

	AI Legal Chatbot
	Roadside-dispute reduction (user study)
	60%

	Legal retrieval
	Semantic-match precision @ threshold 0.30
	92%

	OCR + Label-Based Parser
	Field-level accuracy (NIC, licence, surname)
	94.7%

	OCR + Label-Based Parser
	Improvement over raw Azure OCR
	+21.1 pp

	K-Means++ (Haversine)
	High-risk zone coverage (vs. heuristic patrol)
	54% → 89%

	K-Means++ (Haversine)
	Mean centroid displacement vs. Euclidean
	47.3 m

	Lawyer Suggestion
	Scoring latency per citizen query
	< 100 ms

	Emergency SOS Dispatch
	End-to-end station routing latency
	< 80 ms
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Fig. 2.  Baseline versus ATPMS performance across five representative metrics.
A. Analysis of Results
The YOLOv8-L detector delivered an mAP@0.5 of 0.77 and a speed of 42 ms/frame on a single P100 GPU for the VisDrone-DET2023 validation partition. This outcome suggests that one standard pretrained backbone is adequate for use with a drone-angle dataset at the junction cameras, without needing any changes to the architecture. The Traffic Decision Engine managed a 49% delay reduction compared to fixed-time plans in SUMO-like simulations run over 20 junctions in a Colombo-derived network. This performance matches the reported range for SCOOT/SCATS in dense urban environments and offers full algorithmic transparency via the formula-based Webster approach. The four-model ensemble scored an MAE of 5.8 PCU and an R-squared of 0.88 on horizons between 24 and 72 hours; inverse-MAE weighted fusion outperformed any component individually on all junctions in the test set, confirming that heterogeneous ensembles dominate over individual models on temporally tabular data.

Field accuracy was 94.7%, corresponding to a 21.1-point improvement over raw Azure OCR results; this finding validates the Label-Based Heuristic Parser as the source of performance gains for this poorly parsed document type. Conditional pendingReview routing made a tangible difference: 5.3% of records will be routed to review, ensuring data integrity without compromising throughput. Deployment using the K-Means++ clustering strategy improved high-risk zone coverage from 54% under a simple heuristic patrol schedule to 89%. An average centroid separation of 47.3 meters between Haversine and Euclidean algorithms over a 25-square kilometer enforcement area makes it clear that metric choice is an important aspect of algorithm design – the former method would regularly route buddy pairs out of their enforcement zones in a practical sense. The three-language speech-to-text pipeline achieved 99% transcription accuracy in English, Sinhala, and Tamil. A controlled usability test showed a 60% decline in roadside-dispute occurrences when officers used deterministic fine/clause answers from the chatbot during negotiations.
B. Discussion and Limitations
The principal contribution is the integration itself: ATPMS demonstrates that eight algorithmically distinct sub-systems can share a single MongoDB data substrate, authentication framework, and API contract without sacrificing per-module performance. No prior system reports this compound capability for the traffic-enforcement domain. The Webster + ML-ensemble hybrid offers a transparent alternative to reinforcement-learning signal controllers whose black-box policies raise deployment concerns in safety-critical infrastructure. The Haversine-corrected K-Means++ with dynamic k = ⌊N_officers/2⌋ aligns clustering output to operational buddy-pair deployment in a way prior work does not.
Several limitations are acknowledged. LLM-generated legal replies carry hallucination risk and are positioned as draft assistants requiring human review. The system requires internet connectivity; offline fine issuance is not supported. GPS fidelity degrades indoors and in dense urban canyons. K-Means clustering quality depends on historical density; newly covered areas may yield suboptimal initial centroids. The Flask ML micro-services introduce a separate deployment surface. The VisDrone-fine-tuned detector has not been domain-adapted to Sri Lankan roadside footage specifically. The lawyer-scoring weights (0.4/0.3/0.2/0.1) were set heuristically and would benefit from empirical tuning through a user study. Per-language word-error-rate breakdowns for the speech module are planned as future work.
IV. DISCUSSION

A. Contributions

The ATPMS has made the following contributions to the domain of intelligent traffic enforcement systems.

Firstly, it has built an end-to-end solution covering the whole process of traffic enforcement. It includes functions such as real-time car detection and traffic signal control, voice recognition for incident registration and automatic fine issue, prediction-based police allocation, lawyer and emergency response. It is designed to serve six different types of users. There was nothing like this before.

Secondly, it features a multilingual speech recognition pipeline including Singlish phonetics mapping and a Sentence Transformer based semantic searching of legal documents. It uses the technique of dense vector space for traffic jurisprudence, with a dataset containing 8,155 laws that are left unresolved.

Thirdly, ATPMS has a multi-level Traffic Decision Engine integrating Webster's optimization algorithm with a prediction pipeline consisting of four models. In terms of the performance, it surpasses the black-box model and delivers a 49% delay reduction while having a latency less than 100 milliseconds per network of 20 junctions.

Fourthly, the Label Based Heuristic OCR algorithm specifically optimized for recognizing Sri Lanka driver's licenses increases accuracy by 21.1 percentage points compared to plain OCR. Conditional routing of the pipeline can handle residual errors without affecting throughput.

Fifthly, it implements Haversine correction to the K-Means++ algorithm for allocating officers to predicted incidents, where k is dynamically calculated according to available officers in real-time. Also, it uses Overpass API for extracting road network from batches at once. Such research gap has been identified here. 47.3 meters of mean displacement of centroids demonstrate that metric selection should be regarded as a fundamental choice in algorithms.

Finally, the prioritization algorithm for recommending lawyers and emergency SOS based on Haversine distance completes the citizen service layer.
B. Limitations

Lot of limitations are acknowledged. LLM generated legal suggestions carry a hallucination risk and are positioned as draft assistants requiring human oversight. The system requires internet connectivity and does not support offline fine issuance for remote areas. GPS accuracy for emergency dispatch may be degraded indoors or in dense urban areas. K-Means performance depends on historical data density; newly deployed areas with sparse records may produce suboptimal initial assignments. The Flask NLP micro service introduces a separate deployment dependency. The Vis Drone detection model, whilst competitive with published baselines, has not been fine-tuned on Sri Lankan traffic imagery specifically. The speech-to-text evaluation would benefit from per-language word-error-rate breakdown and standardized evaluation protocols in future work. The lawyer recommended scoring weights (0.4/0.3/0.2/0.1) were determined heuristically and could benefit from empirical optimization through user studies.

V. CONCLUSION AND FUTURE WORK

The following paper presents ATPMS an Autonomous Traffic Police Management System that seeks to resolve the disintegrated, manual approach towards traffic regulation in Sri Lanka with the help of a suite of innovative features:

1. Tri-lingual, AI powered dispute resolution with an error rate lower than 1% and 60% decrease in disputes.

2. Voice enabled,multi language complaint reporting.

3. YOLOv8 based vehicle detection and identification (mean average precision at IoU 0.5 ≈ 0.77) alongside a six-layer Traffic Decision Engine for traffic light scheduling that results in a 49% reduction in delay compared to a fixed-time strategy.

4. A multi-model ensemble for traffic prediction (mean absolute error 5.8 PCU, R² = 0.88).

5. Automated fine management with OCR accuracy reaching 94.7%.

6. K-Means++ clustering based on the Haversine distance metric for predictive officer assignment to increase coverage in hotspots from 54% to 89%.

7. Priority based lawyer recommendation.

8. Emergency SOS dispatch based on Haversine distance with response times under 80 ms.

Deployed on a serverless architecture (Next.js 15, MongoDB, Python Flask), with six different user roles and tri-lingual support in English, Sinhala, and Tamil languages, ATPMS proves that digitalizing traffic regulation is a practical task. Design patterns used by ATPMS along with its algorithmic methods have broad applicability beyond Sri Lanka for any country interested in digitizing traffic violation management, adaptive traffic control, legal access, officer safety, and citizen emergency services.

Further research will target the following areas:

1. Reinforcement learning-based adaptive traffic signal control.

2. Multi camera 3D tracking for improved route demand estimation.

3. Edge deployment of YOLOv8 for inference into TensorRT/ONNX models on NVIDIA Jetson Nano camera nodes.

4. Biometric authentication of offenders in realtime.

5. Extension of the NLP core for complex reasoning and case-law history.

6. Temporal clustering for hotspot predictions.

7. Integration with the national vehicle registry (Department of Motor Traffic, Sri Lanka).

8. Development of mobile-native apps for offline fine issuing.

9. Empirical tuning of lawyer recommendation weights through user surveys.

10. Digital twin calibration of the simulation model with field-collected probe data..
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